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Abstract  

 

This paper presents a crowdsourcing-based approach to named entity resolution for commercial brand 
names, addressing the growing demand for high-quality datasets in a data-driven world. We introduce 

one of the largest datasets of its kind: over 390,000 raw brand labels derived from 360,000 unique 
canonical forms, capturing real-world variation through misspellings, orthographic inconsistencies, and 
evolving nomenclature. To support large-scale collaboration, we also release a modular, browser-based, 
open-source platform that combines automated processing with human-in-the-loop validation to balance 

accuracy and efficiency. The system features a multi-stage pipeline integrating automated 
canonicalization, similarity clustering, and search-engine-based validation. Human reviewers then apply 
consensus mechanisms to confirm or correct entity matches, ensuring quality assurance throughout the 
process. All infrastructure is openly published to promote reproducibility, transparency, and further 
community-driven development within the entity resolution and machine learning research 
communities. In addition to the final resolved dataset, we release intermediate data produced at each 
stage, from initial canonicalization to consensus-based validation, to support research across diverse 

domains. Potential applications span computer science (e.g., information retrieval, natural language 
processing), business (e.g., marketing and brand analytics), social sciences (e.g., consumer behavior), 
and digital humanities (e.g., discourse analysis). Overall, this work contributes: (1) a large-scale, 
publicly available dataset of brand entities; (2) an open-source platform purpose-built for collaborative 

resolution; and (3) a reproducible, modular methodology that unifies automated canonicalization, 
clustering, and consensus-based validation to advance the study of entity resolution. 
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1. INTRODUCTION 

 
In the current data-driven world, datasets are 
invaluable for commercial applications and 
academic research. Therefore, access to readily 

available, structured, and well‑documented 

datasets is crucial. However, from scientific 
discovery to everyday business intelligence, 
availability alone is not sufficient. Indeed, poorly 
curated corpora can propagate bias, amplify 
noise, and ultimately affect results. Datasets 

often contain duplicate values, missing fields, 

incompatible formats, or semantic ambiguities. 
As a result, they require cleaning, which includes 
standardizing schemas, resolving entities, 
excising outliers, and documenting provenance. 
This work frequently consumes far more effort 
than the modeling itself. 

 
Among the complex processes for preparing 
datasets, Named Entity Resolution (NER) involves 
the identification and classification of labels 
referring to entities (e.g., persons, organizations, 
locations, dates, and domain-specific names such 
as brands) within text and their subsequent 

linking to uniquely identifiable representations 
within a knowledge base. NER plays a critical role 

in bridging unstructured textual data and 
structured knowledge representation, and it is a 
complex task involving multiple steps, including 
removing duplicates, transforming labels to 
remove unnecessary characters, reconciling 

different names that refer to the same entity, and 
disambiguating similar labels. Its significance 
extends far beyond mere text annotation, as NER 
serves as a prerequisite for more sophisticated 
tasks, such as the analysis of data connected or 
belonging to these entities, including financial, 

legal, or healthcare information. Consequently, 
failing to accurately resolve names may result in 
significant consequences. 
 
While traditional NER research has primarily 

focused on domains such as person names, 
organizations, and geographic locations, often 

supported by established knowledge bases like 
Wikidata or DBpedia, the landscape changes 
dramatically when applied to other domains, such 
as commercial brand entities. Unlike standardized 
proper nouns with relatively stable naming 
conventions, brand names are shaped by user-
generated content, colloquial abbreviations, 

platform-specific formatting constraints, and 

deliberate deviations for stylistic or legal reasons. 
Moreover, brands frequently undergo rebranding, 
mergers, localization, and product-line 
extensions, leading to ever-evolving reference 
forms that defy rigid taxonomies. As a result, 

techniques that perform well on traditional NER 
benchmarks fail to generalize to this domain, 
where the distinction between two strings can 
signify either trivial variation or an entirely 
separate entity. Although computational 
approaches can be utilized to tackle most NER 

work, the complexity of brand name variations, 
combined with the continuous emergence of new 
brands and the evolution of existing ones, would 
still necessitate human-intensive labor and 
expertise alongside computational methods.  
 
Current automated approaches cannot reliably 

resolve without human intervention, and several 
aspects make named entity resolution one of the 
most challenging and labor-intensive tasks in 
modern information. Specifically, in the context of 
e-commerce applications, brand entity resolution 
faces unique complexities that make it 
particularly susceptible to human error and 

require extensive manual intervention.  
 

In the past decade, crowdsourcing has emerged 
as a powerful paradigm for addressing complex 
data processing challenges that require human 
intelligence. By distributing tasks across a large, 

diverse workforce, crowdsourcing can achieve 
scalability while maintaining quality through 
aggregation and consensus mechanisms. For 
entity resolution specifically, crowdsourcing offers 
unique advantages in handling ambiguous cases 
where automated systems may fail, providing 
domain expertise for specialized brand 

knowledge, and enabling continuous validation 
and improvement of resolution algorithms. 
 
In this paper, we discuss an open-source dataset 
and processing pipeline that comprises over 

390,000 raw brand names and more than 
360,000 canonicalized labels, providing an 

extensive foundation for research and 
development in the context of several fields, 
including machine learning, marketing, and 
business. Although the dataset contains 
thousands of entities that have already been 
resolved, most surface names still need to be 

processed. In this context, even with 
sophisticated automated preprocessing, human 
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intervention is essential for resolving ambiguous 

cases and maintaining data quality standards. 
 
To this end, we introduce a browser‑based 

platform that orchestrates crowdsourced NER 
workflows on the corpus. The interface enables 
researchers to upload task batches, vote on 
proposed resolutions, and negotiate edge cases. 
Simultaneously, the back‑end consensus 

algorithm continuously merges brand names, 
tracks annotator reliability, runs key performance 
metrics, and consolidates the validated changes 

into a final dataset. This enables brand variants 
to be resolved more rapidly while reinforcing data 
provenance through logs and audit trails. On the 
other hand, the platform creates a discussion 
space for researchers and facilitates collaborative 

projects leveraging the dataset. 

 
2. RELATED WORK 

 
Although many studies in the context of NER 
research focus on computational methods, 
particularly machine learning, the consensus is 
that integrating human expertise into automated 

systems through human-in-the-loop (HITL) 
approaches remains a crucial component of entity 
resolution applications. Unfortunately, this results 
in human-intensive, tedious labor, primarily 
involving the validation and correction of 
decisions made by algorithms, as well as the 
resolution of edge cases that require manual 

intervention. Many studies documented 

approaches based on Mechanical Turk, which 
involves additional costs and does not necessarily 
screen out the possibility that the errors of single 
human operators affect the quality of the entire 
dataset (Lawson et al., 2010, Yu et al., 2013, 

Saunders et al., 2013). 
 
The application of crowdsourcing strategies to 
entity resolution has garnered substantial 
attention in recent years, with researchers 
developing various approaches to leverage 
human intelligence for optimizing data quality, 

enhancing resolution accuracy, and balancing the 
trade-off between resource utilization and speed. 
For instance, CrowdER (Wang et al., 2012) was 

proposed as a hybrid human-machine approach 
that combines automated similarity measures 
with human judgment to resolve entity matches. 
The system demonstrated the effectiveness of 

crowdsourcing as a methodology for expediting 
entity resolution and improving cost-
effectiveness compared to purely automated or 
purely manual approaches. 
 
A follow-up study introduced a partial-order-

based approach that, leveraging the transitivity 

properties of entity relationships, enables the 

reduction of the number of human annotations 
required while maintaining high quality. The 
framework defines a partial order on record pairs 

based on similarity scores. Then, it uses human 
input only to resolve ambiguous cases while 
inferring the answers to other pairs through 
logical inference (Chai et al., 2018). 
 
Recent research in crowdsourced entity resolution 
has focused on addressing quality control 

challenges and strategies for optimizing task 
assignment among human agents involved in the 
resolution process. The authors of (Ito et al., 
2025) introduced an inconsistency-driven 
approach for human-in-the-loop entity matching. 
Their methodology identifies cases where 

automated systems produce logically inconsistent 
results, and, particularly, the “unknown-
unknown" problem, where machine learning 
models make incorrect predictions with high 
confidence. After being identified, these cases are 
assigned to human annotators who can resolve 
inconsistencies. By doing this, they prioritize 

situations requiring manual intervention, 
reducing the need for human-intensive work. 
HITL systems combine the efficiency of 
automated processing with the nuanced 
understanding that human annotators provide, 
creating iterative feedback loops that improve 
system performance over time (da Silva et al., 

2019, Zhao and Liu, 2021, Qian et al., 2019, Ito 
et al., 2025). 

 
Another promising direction for research in 
named entity resolution is the integration of 
crowdsourcing and machine learning, where 

human labeling is used to train models that can 
then handle large datasets. In (Mozafari et al., 
2014), the authors present algorithms that 
combine machine learning classifiers with 
crowdsourced databases, using active learning to 
minimize human intervention. Their approach 
demonstrates how crowdsourcing can be 

effectively integrated with automated systems to 
handle datasets significantly larger than those 
manageable through purely manual approaches. 
Other studies found that modeling distances 

between labels rather than the labels themselves 
can render the labeling work agnostic to specific 
annotation tasks. This methodology is particularly 

relevant for brand entity resolution, where the 
complexity of name variations makes traditional 
categorical approaches insufficient (Braylan and 
Lease, 2020). 
 
Crowdsourcing approaches to NER require 

collaborative annotation systems to provide 
human agents with easier access to and 
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interaction with data. As a result, many 

researchers focusing on crowdsourced entity 
resolution created their own platforms for 
enabling distributed teams to work together on 

complex annotation tasks. For instance, WebAnno 
(Yimam et al., 2013) is a web-based annotation 
tool that supports project management, 
configurable tag sets, and multi-user 
collaboration. The system's architecture allows 
for the integration of crowdsourcing platforms, 
enabling the distribution of simple annotation 

tasks to large numbers of micro-workers while 
maintaining support for expert annotation and 
quality control. Similarly, TeamTat (Islamaj et al., 
2020) addresses the specific challenges of 
collaborative text annotation in biomedical 
domains with a platform that provides 

comprehensive project management capabilities, 
including anonymous annotation distribution to 
prevent bias, inter-annotator agreement 
statistics, and collaborative discussion features 
for resolving disagreements. These features are 
particularly relevant for brand entity resolution, 
where consensus mechanisms are required to 

address human bias. Research teams in other 
fields, including archaeology, have also explored 
the concept of collective curation across the data 
lifecycle (Faniel, 2021).  
 
Many studies have analyzed the key dynamics of 
user collaboration in data crowdsourcing 

platforms for complex tasks, such as entity 
resolution. This includes mechanisms for ensuring 

quality control, as the accuracy of individual 
contributions directly impacts the overall system 
performance (Daniel et al., 2018). For instance, 
(Chamberlain et al., 2018) investigated the use 

of validation processes, demonstrating that 
adding agreement validation steps can reduce 
annotation requirements, decrease noise, and 
improve overall quality. Studies showed that 
simple validation mechanisms, such as upvoting 
or agreement indicators, can significantly 
enhance the quality of crowdsourced annotations 

without substantially increasing costs. 
 

3. DATASET OVERVIEW 
 

Our primary contribution consists in a large 
dataset of over 390,000 unique raw real-world 
commercial brands across a variety of product 

categories, including clothing, electronics, 
furniture, food and beverages, and hardware. The 
dataset is organized into multiple stages, each 
representing a step in the NER workflow. 
Specifically, our NER processing pipeline involves 
a total of six processing stages, shown in Figure 

1. Consequently, our datasets consist of the 
acquired data, canonicalized brands, similarity 

clusters, validation results, aggregated labels, 

and resolved brand names. Every subsequent 
artifact maintains links with the previous stages 
to preserve end‑to‑end traceability within the 

collection, from noisy input to cleaned output. 
 

 
Figure 1. NER pipeline 

 

Raw names 
The starting point involves 394,542 unique raw 
brand strings acquired from the website of a high-
traffic retail marketplace that sells popular 

consumer brands also available in stores and e-
commerce platforms in the United States and 

worldwide. These surface names capture the 
scale and messiness of real‑world data, as they 

contain misspelled brands, similar names 
referring to the same entity, and labels that need 
disambiguation. Examples of raw brand names 
include different valid spellings (e.g., 
“Black+Decker”, “Black & Decker”, and “Black 
and Decker”) and incorrect names due to typos 

(e.g., “Amaozn Basi” instead of “Amazon Basics” 
or “Member marks” instead of “Member's mark”). 
The initial list is ranked by product frequency, 
that is, the number of products sold on the 
website for each brand, which provides 
researchers with insight into how often these 

surface forms appear in consumer catalogs. This 
information can also be used as a tool to 
discriminate between valid surface names based 
on their frequency of occurrence compared to less 
common instances. 
 
Canonical names 

Additionally, the dataset comprises 376,613 
cleaned surface names, obtained by further 
processing non-alphanumeric characters, which 
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are then distilled into 368,703 canonical names 

using lexical rules. This means that only ~6.5% 
of the original surface forms collapse into the 
same canonical label, revealing the extensive size 

of the dataset and its intrinsic value for research. 
On the contrary, existing NER datasets, 
particularly those available in an open-source 
format, consist of only a few thousand entities. 
 
Similarity clusters 
A third data bucket contains similarity clusters, 

where 782,299 pairwise similarity edges link 
273,845 canonical names. To compile this 
dataset, we utilized the Jaro-Winkler similarity 
score, and we retained only the links between 
brands with a similarity score above the threshold 
of 0.9. Similarity clusters help reveal where 

brands might be resolved into one entity (e.g., 
“Addidas” vs. “Adidas”). Simultaneously, clusters 
can be utilized to disambiguate similar canonical 
forms belonging to different brands. Because the 
dataset also contains raw similarity scores, 
researchers can use the data to fine-tune 
thresholds, benchmark similarity algorithms, or 

test alternative algorithms without the need for 
additional data preprocessing.  
 
Search and validation 
The third step in our NER processing pipeline 
involves using automated tools to search the web 
and confirm the existence of the brand. This is 

achieved using a browser automation script that, 
for each canonical name, retrieves and stores all 

the search engine results (i.e., title, URL, and 
description) corresponding to each of its surface 
names. The dataset contains search results for 
309,581 canonical brands (i.e., ~84% of the 

total), providing a viable tool for verifying 
whether a canonical name has sufficient Internet 
presence in the form of a website, a store on 
popular e-commerce platforms, or mentions in 
review sites. This, in turn, enables researchers to 
manually or automatically validate a correct and 
commonly used canonical name from misspelled 

or less common canonical forms (e.g., “IBM” 
instead of “International Business Machines”) 
based on the number and type of matches in 
search results. 

 
Aggregated names 
The next step in our named entity resolution 

pipeline consists in aggregating canonical names 
representing the same brand into a single set. 
Unlike the previous clustering step, where 
canonical names are grouped by their similarity 
score, the goal at this stage is to disambiguate 
false positives and false negatives. An example of 

the first case is canonical names with high 
similarity but representing separate entities (e.g., 

“Amazon” and “Amazonia”, “Homedics” and 

“Homedec”, or “Energizer” and “Energen”). On 
the contrary, the latter group consists of 
canonical forms that, despite having a lower 

similarity score due to their syntactical difference, 
should be resolved in the same group. Examples 
include “Levi Strauss” and “Levi's”, “Black Rifle” 
and “Black Rifle Coffee company”, or “Lego” and 
“Lego collection for Target”. 
 
Resolved entities 

Finally, the dataset also includes two partial 
subsets, one with ground truth and one with 
resolution outcomes. One bucket contains 72,303 
canonical entries that were found to have some 
correspondence with existing brands using web 
search. This component also includes the top ten 

search engine results snippets for over 350,000 
canonical brands. A separate validation table 
comprises 32,114 names that were manually 
reviewed as valid brands and 31,622 names that 
were deemed invalid or uncertain. These last two 
subsets are incomplete because the resolution 
work is still ongoing, which motivates the need 

for the crowdfunding platform described in the 
next section. Together, these curated layers 
transform the dataset into a living benchmark: 
users can build systems for removing noise, 
utilize the ground truth to advance research on 
machine learning algorithms, and benchmark 
their models based on how well their records 

transition from one bucket to the next. 
 

4. SYSTEM DESIGN 
 
In this section, we describe the architecture of the 
proposed crowdsourced platform for NER. The 

complete code, additional technical 
documentation, and links to the functioning 
platform, are available at 
https://github.com/NKU-HCI-lab/auctions-
BrandNERD-crowdsourcing-public. 
 
The first few steps in NER have low complexity 

and can be automated using syntactic rules (i.e., 
canonicalization) and similarity clustering 
algorithms. Additional tasks, such as brand 
validation, which are unique to our processing 

pipeline, can also be partly completed using 
browser automation. However, the latter steps, 
that is, validation, aggregation, and resolution, 

involve semantic disambiguation, brand 
knowledge, and human judgment. Although 
automation tools can support the process, these 
tasks require some degree of manual effort. An 
example is the canonical name “Unbranded”, 
which could refer to an existing brand or indicate 

a null value. Similarly, the canonical “Hans” could 
be a misspelled version of “Hanes” or be a brand 

https://github.com/NKU-HCI-lab/auctions-BrandNERD-crowdsourcing-public
https://github.com/NKU-HCI-lab/auctions-BrandNERD-crowdsourcing-public
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on its own. Finally, even cases where there are 

multiple valid canonical forms with equal 
significance (e.g., “Black & Decker” and “Black 
and Decker”, canonicalized as “BLACKDECKER” 

and “BLACKANDDECKER”, respectively) require 
manual review. This process is particularly 
tedious in proportion to the number of entities. 
Additionally, the inherent ambiguity of the data, 
particularly in the absence of additional 
contextual information (e.g., product 
descriptions), makes this task prone to human 

error. 
 

 
Figure 2. Data management strategy 

 

The proposed platform originated as an in‑house 

solution for our research group to support 
collaborators who are jointly working on NER 

tasks on the datasets. As our group consists of a 
heterogeneous mix of experience levels, skills, 
and project involvement, our primary motivation 
for developing the system was to distribute the 

workload among contributors. Simultaneously, as 
we recruited additional collaborators, the initial 
prototype expanded to maintain accountability. 
Although support from external contributors 
accelerated the NER process, we realized that we 
needed systems to track who modified the brand 
labels and their status across the entire dataset, 

vet changes, and provide precise approve-or-
reject mechanisms. Therefore, we incorporated 
additional authorship attribution and human-in-
the-loop validation capabilities. After making the 
dataset available to the research community, we 

realized that the internal tool could be opened to 
invite others to contribute and simultaneously 

share dataset updates more conveniently. 
 
Therefore, the proposed platform supports the 
entire NER pipeline through a web-based 
architecture that integrates crowdsourcing 
capabilities with automated processing systems. 

In this context, we use the word crowdsourcing to 
refer to two aspects: (1) manual review 

contributions and (2) processing and visualization 

algorithms. This, in turn, provides researchers 
with a collaborative environment for interacting 
with the data, discussing and testing methods, 

and creating joint projects. Given the number of 
entities, it would be impossible for our research 
team to complete the last resolution tasks. 
Instead, by leveraging crowdsourcing, we aim to 
finalize the resolved dataset more rapidly, 
benefiting several scientific communities. 
 

Architecture 
The proposed platform features a modular and 
scalable architecture designed to support all steps 
involved in NER within an environment that 
enables crowdsourced contributions. To this end, 
the two main components are the NER pipeline 

and the authentication and user management 
system. The latter system enables collaborators 
to request access to the platform, explore the 
datasets, and contribute to each of the NER tasks 
independently. The architecture of the NER 
pipeline is organized into four interoperable 
components: 

• Data management, which includes the 
dataset and all the necessary tools (e.g., 
APIs) for importing and exporting the 
data. From a data standpoint, the system 
is designed to ingest the original 
BrandNERD dataset described in the 
previous section and discussed in 

(Caporusso et al., 2025). As described in 
Figure 2, the system mainly operates with 

three types of datasets: the input 
BrandNERD dataset, several working 
datasets where users make and review 
changes, and the finalized dataset, that 

is, the version where all the approved 
changes are consolidated. 

• Processing algorithms, comprising a 
series of systems for automatically 
extracting information from data. 
Processing algorithms operate as plug-ins 
that can be executed on the datasets. For 

instance, a different algorithm could be 
utilized on canonical names to produce 
similarity scores, as long as the output of 
the algorithm is consistent with the data 

format.   
• Authoring interface, where users can 

manually interact with the data and make 

and review changes. As discussed below, 
the authoring interface aligns with the 
steps and datasets defined in the NER 
pipeline described previously, enhancing 
clarity and reducing the learning curve. 

• Audit view, which enables system 

administrators to evaluate and remove 
false positives and false negatives, 
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particularly in the latter steps of the NER 

pipeline. 
• Visualization tools, consisting of 

dashboards and charts that help interpret 

the data through more intuitive 
visualizations. In addition to those 
available in the authoring interface and 
audit view, external data visualization 
systems can be utilized as plug-ins, 
similar to the processing algorithms.   

Each component operates independently of the 

others and can be improved or replaced without 
affecting the other steps in the pipeline. 
 

 
Figure 2. Backend component 

 
Figure 3 illustrates the architecture of the server-
side component, implemented in PHP, which 

supports interaction with data via a web-based 
User Interface or a set of Application 
Programming Interfaces (APIs) that enable 

connecting external processing and visualization 
tools. Although the input and output datasets use 
flat JSON and CSV files for interoperability 
reasons, the working datasets leverage SQLite to 
maximize performance efficiency and portability. 
The client-side component is built using minimal 

front-end technologies, with the only addition of 
Bootstrap for increased usability. 
 
Crowdsourced NER pipeline 
After ingesting the initial BrandNERD dataset, 
which consists of raw brand names, canonicalized 
brand labels, pairwise similarity clustering, and 

search results, the proposed platform enables 
completing the last three steps in the NER 
pipeline, brand validation, aggregation, and 
resolution, in a crowdsourced fashion. To this 
end, users are presented with three interfaces, 
each dedicated to a task.  
 

Brand validation aims to determine whether a 
proposed name is associated with an existing 
brand. To this end, BrandNERD relies on external 

information, specifically, obtained by 

automatically querying the brand name on a 
search engine. The brand validation interface, 
shown in Appendix A, presents the user with the 

results of the search engine query based on the 
canonical and its surface names. Typically, if a 
brand has an online presence, searching for the 
canonical name will produce results that include 
the brand's website, online stores, or site 
features. This approach recognizes that most 
legitimate brands maintain a presence on popular 

e-commerce platforms, making web search an 
effective mechanism for brand validation. 
Through the interface, the user can vote on each 
search result to indicate whether the brand is 
valid or invalid. By doing this, they can manually 
disambiguate relevant entries containing the 

canonical name from unrelated results. 
Simultaneously, the interface displays how many 
of the search results were considered valid (or 
invalid) by other users. Before the human 
validation step, results can be processed using 
automated string-matching algorithms. For 
instance, algorithms can automatically verify 

whether brands have a presence on popular e-
commerce websites, such as Amazon, Walmart, 
or Home Depot, based on the first 20 results of 
the web search. Then the human review process 
can confirm whether the algorithm correctly 
classified the brand. The output of this process is 
the number of valid matching results for each 

canonical. As a few votes are sufficient to validate 
a brand, the interface is designed to prompt the 

user to process brands with fewer votes first.  
 
The brand aggregation interface, represented in 
Appendix B, enables human reviewers to evaluate 

whether the names clustered using similarity 
scores actually belong to the same group. This is 
done by voting whether each pair of canonicals 
represent same entity. To this end, the user can 
review and use information from the search 
results and the outcome of brand validation. 
Compared to the previous NER step, which can be 

supported by algorithms, aggregation tasks 
cannot be automated. Indeed, human review is 
required to disambiguate entities manually. As an 
output, this step produces groups of canonical 

names where each label has been confirmed to 
represent the same entity. 
 

The final step in the NER pipeline consists in 
assigning a unique canonical label to a group of 
brand names. By doing this, brand names in the 
same group will be resolved to the selected 
unique label. To this end, the platform's interface 
(see Appendix C) enables users to vote on the 

canonical name they identify as the most accurate 
and representative name for the brand. After the 
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users vote for a unique label, the system creates 

a lookup table containing pairs where each 
canonical name is resolved to the label. 
  

6. CONCLUSIONS AND FUTURE WORK 
 
Despite the centrality of brands in commerce, 
culture, and research, there is currently no widely 
available, validated dataset of brand identities or 
surface-form variations. As a result, researchers 
across marketing, machine learning, and the 

digital humanities lack the foundational 
infrastructure needed to systematically study 
brand perception, reference, or influence at scale. 
Without a reliable ground truth, models trained 
on noisy or inconsistent brand labels produce 
brittle results, while analyses of branding are 

constrained by ad hoc or proprietary taxonomies. 
This gap is particularly significant in specific 
domains, such as the analysis of online auction 
dynamics. Without the ability to associate 
products with validated and resolved brand 
names, it is impossible to meaningfully analyze 
how users behave when bidding on items from 

different brands. 
 
A key obstacle in resolving this gap is the intrinsic 
impossibility of fully automating brand-level NER. 
No system, no matter how advanced, can resolve 
brand names without situational context or 
interpretative judgment. As a result, human 

validation is a necessary stage of the resolution 
pipeline. To address this challenge, this paper 

presents a crowdsourcing approach and platform 
for named entity resolution in the context of 
brand names. Our contribution also includes an 
extensive dataset of over 390,000 surface brand 

names, as well as an NER pipeline that 
encompasses all the necessary steps to resolve 
different brand names, including misspelled or 
less common variants, into unique, well-defined, 
and validated labels. Furthermore, we discussed 
a browser-based platform that enables the 
validation, aggregation, and resolution of brand 

names in a crowdsourced manner. 
 
The need for a crowdsourced approach surfaced 
from the extensive manual review work required 

by NER tasks, particularly considering the size of 
the dataset. Among possible strategies for 
incorporating human oversight, crowdsourcing 

offers unique advantages over expert-only or 
manual annotation workflows. Traditional expert 
curation is slow, expensive, and vulnerable to 
single-point error propagation. A lone annotator’s 
mistake becomes encoded as truth. In contrast, 
the proposed crowdsourcing system relies on 

multiple independent judgments to filter out 
accidental errors. In addition, the proposed 

collaborative platform enables distributing the 

NER workload among multiple contributors 
without compromising accuracy and data 
integrity thanks to authorship attribution and 

auditing mechanisms. 
 
The platform, dataset, and pipeline are publicly 
released as an open-source repository on GitHub, 
available at https://github.com/NKU-HCI-
lab/auctions-BrandNERD-crowdsourcing-public. 
In our future work, we will expand the platform 

with tools and information that support the NER 
pipeline, including an internal search engine, an 
enhanced plug-in system for processing 
algorithms, and data visualization options, as well 
as systems that simplify data tracking, importing, 
and exporting the datasets. 

 
Although the proposed crowdsourced platform 
enhances the NER workflow, the complete 
disambiguation of brand entities remains 
fundamentally constrained by the inherent 
semantic ambiguity of some brands, which 
requires additional information about the context 

of application. For instance, some overlapping 
brand names may still refer to entirely different 
entities depending on geography or industry. 
Without access to external reference signals such 
as product descriptions, neither automated 
models nor human annotators can guarantee a 
universally correct resolution. In these cases, 

ambiguity is not a flaw of the system but a natural 
property of the brands themselves. Nonetheless, 

the crowdsourced approach substantially 
accelerates resolution throughput while reducing 
misclassification risk through layered consensus. 
Rather than allowing a single misinterpretation to 

propagate, multiple reviewers with varied 
contextual priors act as a distributed check 
against error, elevating uncertain labels to human 
adjudication rather than forcing binary 
automation. 
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Appendices and Annexures 
 

APPENDIX A 
 

Brand search and validation interface 
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APPENDIX B 
 

Brand aggregation interface 
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APPENDIX C 
 

Brand resolution interface 

 

 
 

 

 


